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Learning Representation



CLIP: Connecting Text and Images
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Transformer

[SOS] a photo of dog [EOS]

[SOS] a photo of dog [EOS]



CLIP: Connecting Text and Images

Transformer

GAP p1 p2 pn-1 pn

GAP p1 p2 pn-1 pn…

…

H * W
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CLIP: Connecting Text and Images

• Dataset
• 400 million pairs (image, text)
• Collected from Internet

• Training
• 32 epochs
• minibatch size of 32,768
• 18 days on 592 V100 GPUs (RN50x64)
• 12 days on 256 V100 GPUs (ViT-L/14)



Dense Clip

• Motivation
• Clip, image-text problem
• Dense clip, pixel-text matching problem

Transformer

GAP p1 p2 pn-1 pn

GAP p1 p2 pn-1 pn…

…

Pixel embedding



Dense Clip - pipeline

Text Prompting
LossesScore map



Dense Clip - Context-Aware Prompting

• Improve the text features
• Instead of predefined templates, like “a photo of a [CLS]”
• Use learnable textual contexts

• Pipeline
• Dog (word) – tokenize à [Dog] (vector) – encoder à t (embedding)

• Classes
• ADE20K, 150 categories, 150 * t



Dense Clip - Context-Aware Prompting

1. Pre-language-model prompting
• K&V: vision feat, Q: learned queries
• Output: text feat

2. Post-language-model prompting
• K&V: vision feat, Q: text feat
• Output: text feat

• text feat = text feat + γ * text feat
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Dense Clip - Score map

• Pipeline
• TE, K-class embedding, [K, C]
• VE, Pixel embedding, [H*W, C]
• S, Score map = VE * TET, [H*W, K]

1. Auxiliary loss
2. Concat as language priors
• Reshape(Cat([VE, S])), [K + C, H, W]



Dense Clip - Loss

• Auxiliary loss, Score map

• Task Loss
• [K + C, H, W] – Decoder à Pred, [K, H, W]
• Cross Entropy Loss



Dense Clip - Training

• Dataset, ADE20K
• 150 categories
• 20K training images, 2K val images

• Train setting
• 80,000 iters
• 32 minibatch size
• 8 GPU

• Key modifications 
• AdamW
• 0.1x lr





Dense Clip - Result


